Daines Q&A Outline for Breach Report: PromptLock ransomware
Daine, here are 15 concise, expert-level interview questions you can drop into the article. I grouped them for flow.
High-level framing
1. From your perspective, what makes PromptLock materially different from traditional ransomware proofs-of-concept, and why should SMBs care now? 
2. How does PromptLock’s use of a local, open-weight LLM (gpt-oss:20b via Ollama) change attacker economics and defender visibility compared to cloud-based AI misuse? 
3. Where does PromptLock fit relative to “Ransomware 3.0” research trends, and what inflection point does it signal for blue teams? 
Technical mechanics & evasions
4. The sample dynamically generates Lua scripts at runtime. What specific behaviors would you baseline for detection when scripts are non-deterministic/polymorphic? 
5. Cross-platform variants (Windows/Linux/macOS) broaden exposure. Which common enterprise controls or configurations are likeliest to fail first across these OSes? 
6. PromptLock leverages SPECK-128 for encryption and includes exfiltration logic. From an IR lens, does the chosen cipher or the exfil step most affect containment priorities? 
7. Hard-coded prompts drive on-the-fly codegen. Could prompt artifacts, model I/O, or local inference telemetry become practical IoCs, or will attackers hide those channels too? 
Detection & response
8. If you suspected AI-assisted script generation on an endpoint, what would your first 60-minutes containment playbook look like (process kills, isolation, triage artifacts)? 
9. What telemetry sources matter most here: script-engine process trees, anomalous file enumeration, local model/API invocation logs, or kernel-level file ops—and why? 
10. Many EDRs still lean on signatures. What concrete behavior-based rules or detections would you prioritize to catch runtime script creation and mass file touches? 
11. For tabletop exercises, what AI-powered ransomware scenarios should teams simulate to validate playbooks (e.g., polymorphic scripts, silent exfil, partial encryption)? 
SMB risk & readiness
12. For SMBs without full MDR/XDR, what are your top three compensating controls that deliver the highest risk-reduction per dollar right now? 
13. Backup strategy: given exfil + encryption, what’s your recommended architecture (e.g., 3-2-1-1-0, immutability, offline copies) and restore-testing cadence? 
14. What metrics should business leaders track to know they’re improving against AI-enabled ransomware (MTTD/MTTR targets, EDR coverage of script engines, segmentation reach)? 
Policy, governance & the road ahead
15. What governance gaps do you see around internal AI use (prompt hygiene, local model access, least privilege), and what’s the most pragmatic way to close them in the next 90 days? 
Source for article context: Breach Report — “PromptLock: The First AI-Powered Ransomware Prototype.”

